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Introduction

Database access is a cornerstone of nearly every business software system.  In order to do meaningful processing, business systems must retrieve data and perform functions or computations with this data.  Our idea of what constitutes a data store is changing with the advent of web services and object oriented databases, but the principles and architecture of implementation is not.  We now have quite matured methods for safely and reliably accessing data stores.  This document will outline Nova Enterprise Systems recommended Data Access Layer architecture for applications implemented with the Layers Pattern.  The techniques written here apply equally well to large and small projects and enterprises.  Implemented properly this architecture can make maintaining, expanding, and optimizing your application faster and easier.  This translates directly to lower total cost of ownership for a software system.

Basic Principles of Database Access

The following principles should guide the development of your Data Access Layer (DAL) and guided the development of the architecture presented here.  These principles should be familiar to most but deserve repeating due to their importance as a basis of this architecture.  
Open Late, Close Early

Database connections are a prized possession.  They are expensive resources and should only be opened for the time that you are actively using them.  Connection pooling can help you setup an architecture where your connection only remains open during data retrieval, with subsequent connections being established for data processing while enumerating your retrieved rows.  These pooled connections are already open, so instantiating and opening them is a relatively cheap operation.  Generally speaking one should:

1. Open Connection

2. Retrieve Data

3. Close Connection

4. Process Data

Following these steps will ensure that you do not use connections for longer than you should be.  The result will be a more responsive system.  

Return only that which you need or may need

Retrieving data from a database, a file, or a web service crosses a process boundary and that is an expensive operation.  As you write your Data Access Layer you should be aware of these costs and learn to balance your systems to perform best under the given circumstances.  Clearly one should never SELECT *, but also if you only need one value, use ExecuteScalar to get the highest performance possible.  Also, be warned that very large datasets (over 50000 records with ~20 fields) will cause ADO.NET on the 1.1 Framework to consume enormous amount of memory and often not release it cleanly, once this memory becomes locked your application is on it’s way to trouble.  If you really do need 50000 records use a DataReader if at all possible.  Remember that there is no single best practice here.  Some applications will perform better with coarse grained data access (DTO Microsoft) and others will perform better with fine grained objects.  Model your applications runtime (or projected runtime) behavior to know which will work best.  
Avoid code replication

The core attribute of this architecture is to avoid code replication; the following steps, or variations of, must always be executed to access a database:

Create Connection Object

Open Connection

Create Command Object

Execute Command

Close Connection

Dispose of Objects

Even if using member variables, these steps equate to about nine lines of code that will be repeated in your application hundreds if not thousands of times.  Since the cost of code maintenance is directly related to the size of the code base, it behooves you the architect to reduce this number by as much as possible.  Further, every programmer has spent hours trying to track down a connection leak or an incorrect connection string somewhere in the code.  Your Data Access Layer can prevent all of this.  By encapsulating these steps we can ensure uniformity throughout our application and reduce the amount of code that we must write.  The following section details this in depth.  

Data Access Layer

The Data Access Layer and the database are tightly coupled, some would argue that they are in-fact two layers (extensive use of stored procedures can make this all the more plausible) but I believe they are two sides of the same coin and are logically one layer although not necessarily physically.  The Data Access Layer will be responsible for all persistent storage, be it Database, File, or external resources (Web Services, etc).  For most developers and systems, this DAL will focus on a RDBMS.  Not long ago, and even more recently for web developers, applications were Two Tiered; database and presentation.  This methodology has gone out of style for many reasons, but the point it underscores is not to bloat your DAL classes with functionality other than simple data CRUD operations (Create, Read, Update, Delete).  Anything more than this really belongs in another tier that performs operations on data, such as the Business Logic layer.  

The point of this abstraction is to simplify your application and provide flexibility.  Such partitioning makes it very easy to move not just the database to another physical server, but even the components that access the database.  A DAL should be as simple as possible, in the case of applications with multiple databases or databases on multiple servers this can grow quite complex, but is supported by Enterprise Services and is certainly easier to implement from a centralized DAL.  There are several ways to construct Data Access Layers, but I find simple object orientation to be the best.  For my DALs I create a data access class hierarchy consisting of an abstract class and implementations derived from this abstract class.  If I have multiple types of data sources, such as databases from different vendors, I may have an intermediate class that translates the abstract methods into physical implementations for each data source.  Interfaces work very well for this situation and in your enterprise you may want to enforce a policy of a Data Access Interface that will detail which methods every DAL across the enterprise must provide.  I often find it helpful to build a separate assembly for my data access classes.  It provides for greater control and, at times, easier development and/or unit testing.
The Abstract DAL Class

Microsoft encourages the use of a Helper class for database interaction; they even go as far as to provide an excellent Data Access Application Block for use with MS SQL Server.  The Object Orientated way to do this, with or without the Microsoft Code Block, is to create an abstract class to provide all the methods needed for database access.  From this class you then derive each of your Data Access Components (Objects / Classes), thus inheriting these members from the abstract class.  I usually call this class DAL.cs.

Common methods of an abstract DAL class include:

· Acquiring a Connection String*

· Managing Connections with the Database

· Executing SQL queries

· Private members for tracking state and creating queries

In this single class, code can be added to work with both ASP.NET and Windows Server based functionality.  The main idea is a separation of responsibilities.  Part of how far this DAL class goes will depend on whether or not you use dynamic SQL in your application.  This is almost a religious debate in the development world and both sides have great points to make.  Some say that Stored Procedures are easier to test and for a DBA to tune, others will say that you don’t ever want your SQL queries changing without your code changing.  Other reasons also include Security and simply politics.  The primary impact this decision will have on your code is actually quire minor; so don’t be overly concerned if the wind is blowing the other way for your project.  It will generally only affect the functions you want this abstract class to provide and not much else.  Even with the use of stored procedures, I still believe Data Access code belongs in its own hierarchy and family of objects; separated from the Business Logic Layer.

The following is a brief example of an abstract DAL class.
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As can be seen from this UML diagram, this abstract DAL class takes care of all the plumbing for the data access.  One can choose to provide this plumbing via a class or an interface, which can be very flexible if you deal with multiple data stores.  The following code excerpt is an implementation of the ExcecuteScalar method for the above abstract DAL class.

public object ExecuteScalar()

{


object result = null;

try

{



EstablishConnection();



MySqlCommand cmd = new MySqlCommand(sqltext, myConn);



res = cmd.ExecuteScalar();



cmd.Dispose();


}


catch(Exception ex)


{



lasterror = ex.Message;


}


finally

{



CleanUpConnection();


}


return result;

} 

As can clearly be seen, this code wraps calls to the underlying database thus abstracting even the DAL subclasses from such mechanics.  The result is a Data Layer that is easy to understand and even easier to find and correct errors in.  As can also be seen from the above code, this class used a MySQL component, which makes the stored procedure debate mute, as the current production release does not support them.  

Many other functions can and should go in this abstract layer.  Loading and decrypting your connection string should go here.  If you need to provide transaction support, you should do so in this abstract DAL.  Using thread local storage or even Session storage will allow transactions to survive across DAL objects.  This is also a good time to recognize the accessibility levels of your methods.  Chances are high that you do not want your DAL implementations directly controlling access to your data source, such as explicitly establishing the connections.  You want these methods to be private to the abstract class.  Other methods, such as BeginTransaction and ExecuteScalar you would want protected access on so that only children derived from your DAL can access them.  In Visual Studio, you will notice quite quickly when your access levels are off by the use of “.” or “->” on any instance of your classes.  If your code behind contains an object that exposes ExecuteScalar or EstablishConnection you 1) know something is amiss, and 2) will want to change it if nothing else to reduce the number of members listed by auto completion.  

Further along the lines of isolation and hiding, all tenants of Object Orientation, I mark my abstract DAL class as internal.  This prevents it from even being visible from outside my data access assembly.  I often mark it as abstract too, so it cannot be instantiated on it’s own.  
Instance DAL Classes

Instance DAL classes are derived from the abstract DAL class.  These classes are where you will either prepare your SQL statements or stuff your parameter objects and specify your stored procedure.  For brevity and clarity, I will continue using inline SQL.  The DAL components, like all layers, have interfaces exposed to consumers of the class, Business Objects, and use interfaces to (are the consumers of) the layer below, the database (through their super-class).  As stated before, these methods are to be the Hemingway of methods.  Short and to the point.  Also, these classes shouldn’t really have many or any properties and should not expect to maintain state, all the more if you are in an ASP.NET environment.  
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As shown in this diagram the OrderDAL implements data access functions for Orders in our database.  The following code shows how simple such a tiered system can make querying a database.  

public class OrderDAL : DAL

{


public decimal GetOrderAmount(int OrderId)


{



decimal result = 0M;

SQLText = “SELECT Amount FROM Orders WHERE Order_ID = “ +


OrderId;

result = Convert.ToDecimal(ExecuteScalar());

return result; 


}
}

As seen in this example what would normally be around 25 lines of code is reduced to three, best of all access to the data resource is centralized.  One caveat of the DAL implementations is that they should really be using calls to their parent that are appropriate.  ExecuteNonQuery will execute an Insert, Update, or Delete, but I prefer to make separate abstract DAL methods for these.  This way, if you want to perform special operations, such as selecting the last insert ID or saving a copy of a record, you can do so in a simple, centralized way; which is the whole point of this architecture in the first place.  

One of the primary functions of the Data Access Layer is to abstract the Database Schema from the rest of the system, and in particular the business logic.  Along this line of thought, it would be appropriate to supply methods for listing order types and other such supplemental information in OrderDAL.  The idea is that anything directly related to the Order Entity would be retrieved through the OrderDAL.  Now although an Order would contain a customer, clearly this is a separate entity and thus a separate part of our domain model / class hierarchy.  

Lastly, and I suppose this is a personal preference more than anything else, I believe it would be inappropriate for your OrderDAL to call the methods of a CustomerDAL.  This causes what I call a Lateral Dependency.  This is not always a bad thing and I let happen in my Business Objects as such objects are often interrelated, but stopping it at the data access level will avoid schema changes that ripple through the entire system or at least the entire Data Access Layer.  

One more bit of advice I would give would be to create your Unit Testing plan and framework before getting too far into your DAL code or any of your code for that matter.  If you take one piece of my advice to heart please for your own sake make it this one.  Later in my testing section I will show you how to use Reflection in your testing project to do a quick pass through your entire Data Access Layer and execute every function.  This can be a life saver and stop small SQL changes from crippling your system.  
Advanced Topics in Data Access Classes

The following sections detail some of the more advanced issues you will encounter in creating your Data Access Architecture.  Anything but the most trivial of applications will likely use these techniques and it is worth thinking about them upfront and in detail.  
Transactions

Transaction capabilities are a necessity for nearly all modern computer systems.   Data must be reliably stored in a valid state.  One great advantage of the architecture outlined here is that business components and even other data access classes needn’t be concerned with transactions at the method level nor do stored procedures.  Since database transactions are visible only to the connection that made them until they’re committed; it is easy to ensure transactions can transcend individual business objects and be made part of a process, rather than a method.  

To achieve this objective the DAL must store a database connection and database transaction object for the life of the transaction.  Depending upon your environment you can use Thread Local Storage or Session storage.  The following code uses for former.  

private void SetState()

{


LocalDataStoreSlot thConn = Thread.GetNamedDataSlot("myConn");


LocalDataStoreSlot thTrans = Thread.GetNamedDataSlot("myTrans");


LocalDataStoreSlot thInTrans = 

Thread.GetNamedDataSlot("isTransaction");


Thread.SetData(thConn, myConn);


Thread.SetData(thTrans, myTrans);


Thread.SetData(thInTrans, istransaction);

}

private void GetState()

{


LocalDataStoreSlot thConn = Thread.GetNamedDataSlot("myConn");


LocalDataStoreSlot thTrans = Thread.GetNamedDataSlot("myTrans");


LocalDataStoreSlot thInTrans = 

Thread.GetNamedDataSlot("isTransaction");


myConn = (MySqlConnection)Thread.GetData(thConn);


myTrans = (MySqlTransaction)Thread.GetData(thTrans);


istransaction = Convert.ToBoolean(Thread.GetData(thInTrans));

}
These methods will let you safely store and retrieve connection information as needed from within your DAL.  With this storage taken care of your classes are free to participate in transactions as needed.  

public void BeginTransaction()

{


GetState();


if(!istransaction)


{



myConn = new MySqlConnection(myConnString);



myConn.Open();



myTrans = 

(MySqlTransaction)myConn.BeginTransaction(IsolationLevel.RepeatableRead);



istransaction = true;



SetState();


}

}
For further optimization, these members may be made into lazy loaded properties, thus reducing the serialization and storage overhead.  It is important to note the isTransaction member of the DAL, this enables an existing transaction to be enlisted by ongoing queries.  Although there is are times where not every query you run must be part of the transaction, I believe the minor overhead is worth the major certainty and single point provided by this architecture.  

The DAL would also provide methods to commit and rollback transactions as needed.  Again, they should ensure that a transaction has been enlisted before continuing.  All of these transaction related methods should be publicly accessible.  Transactions are really the responsibility of the Business Layer to decide.  More precisely, initiating a transaction is usually done within a Business Object as the data consistency is part of a business requirement for that process.  Being able to track if a transaction has started allows multiple business processes to be chained together regardless of their transaction nature.  Which brings up a final point: you may want to be able to lock a transaction so that no class other than the one that initiated it (called BeginTransaction) can end it either through Commit or Rollback.  Using a hash code or GUID is a possible solution to this problem.  
Enterprise Services

Most companies are experiencing a shift that has been underway for over a decade.  They are moving from a world of isolated monolithic applications that perform a single function on a single platform to a much more integrated and distributed Enterprise Architecture.  Most business are also now a lot more concerned about TCO and ROI for their IT initiatives and are trying to get the most out of their existing software investments.  

If you work in such an environment you will likely be finding yourself involved in a greater deal of middleware and integration work.  In fact, many new software initiatives are focused on bridging or expanding capabilities of existing systems.  This presents a whole new set of challenges for data access across the enterprise.  Enterprise Services (DCOM / COM+) comes to our rescue here.  Enterprise Services can aid us greatly by allowing transactions of distributed components and resources to easily integrate into a single context from which we can either commit or rollback multiple transactions to disparate resources (such as databases).  With this we can access Oracle, MS SQL, DB2 and even legacy systems without a proper COM interface and still have full control of our resources to do so easily.  While delving into the details of Enterprise Services is for another text, one thing you ought you be aware of is that your inheritance hierarchy will now have to include ServicedComponent (although COM+ 1.5 does allow ways around this) at it’s root.  This can be done by deriving your DAL.cs from ServicedComponent (and implemented your IDataAccess interface if you’re using one).  Next, we will discuss the use of a Data Access Interface for use throughout your enterprise.  

Enterprise-wide Data Access Interfaces

Any developer by now is probably aware of what Interfaces are and how they function in modern languages.  It is recommended if at all possible for all the development efforts in an enterprise to implement a single Interface for their data access.  This guarantees uniformity across projects for the entire company.  Defining the core methods of an interface for abstract data access classes (i.e. database specific implantations) at the company level allows developers to pool their resources and knowledge and more easily be shifted between projects as needed.  Granted this does not ensure that every implementation provides the expected services in the expected manor, but it does help take you in that direction.  

Web Services

Web Services function just like a database; they connect you to a data store of some sort and return an XML representation of the requested data.  They should also be treated like a database connection in that they are expensive requests and the data must be altered into an object form to be useful to your application although this is often done automatically for us in .NET, we must still be aware that a single point for this serialization is required.  It is not insignificant that transactions involving web services are much more complicated and if involved in COM+ transactions should be performed as late as possible if there is no rollback support provided by the web service.  

Using Data Access Classes

Up until now we have focused primarily on the architecture and structure of our data access classes, now we will spend some time focusing on consumption of these classes.  First we will discuss the interfaces that data access classes provide and how to pass data to and from your business layer, and then we will discuss strategies for consuming your data access classes.  

Passing Data between Data and Business Layers
One place where extra caution must be taken is where your business layer will contact your data layer.  If you change your database schema it will be felt at this juncture.  A very simple way to do this is to pass parameters as either out or ref.  The benefits to this that it is easy to see, to understand, and it conforms to the basis of the layers pattern that layers can be aware of and use only those layers that are below them (for instance your data access classes cannot use your business objects and certainly not use your UI resources).  Along these lines you will often find yourself passing DataSets, Data Tables, and scalar values between your layers.  The following are examples of this.

protected bool UpdateOrderStatus(int OrderId, int OrderStatusId)

{


bool result = false;


SQLText = "UPDATE order SET Order_Status_ID = ?StatusId";


AddParameter("?StatusId", OrderStatusId);

if(ExecuteUpdate() > 0)



result = true;


return result;

}
Notice that this is short and concise.  Further this method does not care about the rules under which you change an orders Status or even what you change it to.  Those are responsibilities of the Business Layer.  The problem becomes more obvious when we have more information passing between the layers.

protected bool GetProduct(int ProductId, ref int CategoryId, ref 

decimal Price, ref string Description, ref int Stock, ref string ProductCode)

{


bool result = false;


CategoryId = 0;


Price = 0;


Description = "";


Stock = 0;


ProductCode = "";


SQLText = "SELECT Product_ID, Product_Category_ID, Price, 

Product_Description, Stock_Quantity, Product_Code " +

"FROM products WHERE Product_ID = ?ProductId LOCK IN SHARE MODE";


AddParameter("?ProductId", ProductId);


DataTable dt = ExecuteDataTable();


if(dt.Rows.Count > 0)


{

CategoryId = 

Convert.ToInt32(dt.Rows[0]["Product_Category_ID"]);



Price = Convert.ToDecimal(dt.Rows[0]["Price"]);;



Description = 

Convert.ToString(dt.Rows[0]["Product_Description"]);



Stock = Convert.ToInt32(dt.Rows[0]["Stock_Quantity"]);



ProductCode = 

Convert.ToString(dt.Rows[0]["Product_Code"]);;



result = true;


}


return result;

}
The down side of this is that you will end up with very long method signatures, which can be quite ugly.  Alternatively, you could simply return the DataTable to the business object, but this allows changes to the underlying data schema to creep through undetected.  If you change this method signature every place that uses it (and there should only be a few) will not compile.  It is also easier to unit test this way and ensure that your code returns what is expected.  
Do be warned, however, that if you pass parameters from a business object by ref that you don’t overwrite any existing important information in the process.  The very astute of you will notice that these methods are protected.  This is due to a decision I made on this project to derive my Business Objects from my data objects.  The reasons for this are addressed in the following sections.  
Instantiation

Generally there are two ways to consume data access classes and each has their benefits and drawback.  Perhaps the simplest way to consume your data access components is simply to instantiate them in your business objects or to have them as instance members of your Business Objects.  This is completely reasonable, but you will end up with one annoying side affect.  For methods that do return a DataSet or DataTable you will have to wrap your data methods in Business Object methods.  This isn’t that serious, but it is certainly annoying and soon you will find your application filled with these stubs.
ProductDal.cs

public DataSet GetProducts()

{

SQLText = "SELECT Product_ID, Name FROM Products"

DataSet ds = ExecuteDataSet();


return ds;

}
Product.cs

ProductDal productDal = new ProductDal();
public DataSet GetProducts()

{


return productDal.GetProducts;

}
A much more sinister problem is that other than close management you cannot prevent your team members from using your data access classes inappropriately; for instance using them from UI code to get display information.  Some architects believe implementations of the layers patter can allow a higher layer to use any objects in any layer below it.  I am not one of these architects.  My solution for this follows in the next section.  
Inheritance

Currently my favorite way to consume data access classes is to derive my business objects from them.  This can do several things which I find advantageous.  First it prevents other programmers from misusing my data access classes.  If I mark them abstract, they cannot be instantiated and must be inherited.  This is an ideal situation when you want stringent control over your data sources.  Secondly it eliminates the wrapper methods mentioned before.  If a method is intended to be used in a display context I make it public instead of protected.  It will follow its way down the inheritance chain and be accessible to my UI and other business objects from the business object that inherits from it.  
One major draw back to this approach is that C# does not support multiple inheritance, but this can be overcome by either using interfaces or simply having more business objects.  If you have enough you may want to consider an orchestration layer, a consumer of business objects that carries out business processes on collections of business objects.  

Summary

This article presented a Data Access Layer architecture for systems implementing the Layers pattern.  It can be expanded to provide greater capabilities across your enterprise.  Data Access is one of the most common tasks performed by business systems.  Yet it is amazing how many ways there are to perform these same tasks, but it is also amazing how poorly most data access is implemented.  In order to develop systems faster and more effectively, as well as to provide lower maintenance and updating costs it is imperative that a solid architecture is used for all data access in your projects.  Lessons learned through one project should be applied to others as is appropriate.  For more information on Layered architectures, see the other volumes of the Enterprise Architecture series.  
Appendix

Enterprise Services

http://msdn.microsoft.com/library/default.asp?url=/library/en-us/dnanchor/html/enterpriseservices.asp
Microsoft Data Access Application Block

http://www.microsoft.com/downloads/details.aspx?FamilyID=F63D1F0A-9877-4A7B-88EC-0426B48DF275&displaylang=en
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